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Abstract. Prior work on automated annotation of human values has sought to 

train text classification techniques to label text spans with labels that reflect 

specific human values such as freedom, justice, or safety. This confounds three 

tasks: (1) selecting the documents to be labeled, (2) selecting the text spans that 

express or reflect human values, and (3) assigning labels to those spans. This 

paper proposes a three-stage model in which separate systems can be optimally 

trained for each of the three stages. Experiments from the first stage, document 

selection, indicate that annotation diversity trumps annotation quality, suggest-

ing that when multiple annotators are available, the traditional practice of adju-

dicating conflicting annotations of the same documents is not as cost effective 

as an alternative in which each annotator labels different documents. Prelimi-

nary results for the second stage, selecting value sentences, indicate that high 

recall (94%) can be achieved on that task with levels of precision (above 80%) 

that seem suitable for use as part of a multi-stage annotation pipeline. The anno-

tations created for these experiments are being made freely available, and the 

content that was annotated is available from commercial sources at modest cost. 

Keywords: Content Analysis, Human Values, Text Classification, Annotation 

Cost, Nuclear Power Debate. 

1 Introduction 

Sentiment analysis has provided an effective and efficient way to measure popular 

sentiment at Web scale, allowing us to detect trends such as positive sentiment toward 

a particular politician or negative sentiment toward a specific policy position [12]. 

However, a much deeper and more interesting question is why people hold the senti-

ment that they hold. Human values, or what people consider important in life [4], can 

be used to predict individuals’ attitudes [15] and behaviors [13]. Thus, this study 

adopts the approach of attempting to automate the annotation of human values in 

documents about contentious public policy issues to provide a richer and more nu-

anced understanding of popular views toward specific policy issues [3]. 
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Earlier studies of values in public policy debates include Cheng et al.’s analysis of 

the relationship between values and sentiment in net neutrality public hearings [2] and 

Verma et al.’s examination of the relationship between trust and human values for 

online information [17]. These studies were based upon relatively modest corpora, 

which could be annotated by hand by experts or crowd workers. However, today, 

millions of people’s opinions can be found in social networking services such as Fa-

cebook and Twitter, on discussion forums, through reports in the mass media, and in 

many other places. Making productive use of this wealth of human expression de-

mands, however, that we analyze huge amounts of content efficiently and effectively, 

at a scale that would be impossible to do by hand. There has been some work on au-

tomated content analysis (e.g., [5, 10, 11, 18]), but much remains to be done if we are 

to make it possible for social scientists to extend their analysis to this scale.  

Prior work on automating values classification by Takayama et al. makes two im-

plicit assumptions [14]. First, they assume that the documents to be labeled have al-

ready been assembled. While this can be a reasonable assumption for small-scale 

studies in which content analysis is performed by people, scaling that process up to 

larger collections requires some level of automation in the determination of which 

documents should be labeled. Second, they assume that the process of determining 

which spans of text should be labeled can be conflated with the process of determin-

ing which human values label(s) should be assigned to each span. This conflation is 

reasonable when most sentences should express or reflect some human value(s), as 

was the case in the collection with which Takayama et al. worked, but there are other 

settings in which the expression of human values is less frequent.   

The approach to automating parts of the content analysis process that we propose 

in this paper thus consists of three stages; 1) identification of the documents to be 

labeled, (2) determination of which text spans should be labeled in each document, 

and (3) annotating of human values for those selected text spans. For the second and 

third stages, we adopt Takayama’s approach of using sentences as text spans, which 

limits the complexity of the text span selection without a serious adverse effect on the 

utility of the labeling process as a basis for content analysis, as shown by Cheng et al. 

[6]. As a result, our first stage is binary (on-/off-topic) topic classification at docu-

ment scale, our second stage is non-topical binary classification (values present/values 

absent) at sentence scale, and our third stage, as in Takayama et al, is non-topical 

multi-label classification for each possible values label, again at sentence scale.   

In this paper, we report findings from automatic on/off topic identification using 

classifiers, as well as determining whether value invocations would be interpreted by 

an annotator as present or absent within sentences from on-topic articles. Classifiers 

require significant amounts of annotation content for training, annotations that can be 

expensive to obtain. We are therefore interested in techniques that make the best use 

of limited amounts of human annotation effort. We consider two ways of creating 

training annotations, one in which annotators work together to create the best possible 

annotations for each document, and the other in which they work along to annotate 

the largest possible number of different documents for a given level of annotation 

effort. We then compare classifiers trained with each approach to annotation by plot-

ting learning curves that show how well we can do as the number of annotations in-
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creases. We find that in cases where we have limited training data, training a classifier 

with lower quality, but lower cost, annotations can be a cost-effective choice. We also 

show, using a more limited set of experiments, that promising levels of precision and 

recall can be achieved for the value sentence identification task. First, however, we 

begin by introducing the new corpus of newspaper editorials that we have assembled 

for these experiments. 

2 Nuclear Power Debate Editorial News Corpus  

Our focus in this work is on automation of content analysis to identify the role of 

human values in the nuclear power debate in Japan. The Great East Japan Earthquake 

occurred on March 11, 2011, damaging the Fukushima Daiichi nuclear power plant. 

After this disaster, the safety of other nuclear power plants received extensive discus-

sion in the Japanese mass media. This event also reignited the global debate over the 

safety of nuclear power that dates back to the early days of nuclear power, implicating 

a broad range of human values, and playing out differently in different countries. We 

have chosen newspaper editorials as our focus for this study, but other work is also 

looking at the ways in which human values are expressed in newspaper articles. Most 

newspaper articles adopt a third-person perspective to report on events and the state-

ments of others, but we have chosen to focus here on newspaper articles because we 

might expect to find a first-person perspective in editorials.  

We performed focused collection to obtain a Japanese Editorial corpus. To create 

the corpus, we searched for editorials (as labeled by metadata) in the commercially 

available Mainichi Shimbun CD-ROM [1] from 2011 to 2016 using the query “原発 

(abbreviation of nuclear power plant) OR 原子力 (nuclear power)”. This query re-

trieved 750 documents. There are 242 articles from 2011, 166 from 2012, 124 from 

2013, 93 from 2014, 62 from 2015, and 63 from 2016. The number of editorials de-

creased with the passing of years. However, nuclear power has become somewhat of a 

meme in Japanese society, often invoked tangentially or as a point of comparison, 

rather than being the focus of the editorial. It is therefore necessary to separate those 

documents that we wish to analyze from those that simply happen to use the term. 

This on-topic/off-topic classification task is our first stage. 

To support text classification experiments for this first stage, we performed 10 

rounds of annotation. In Round 1 we randomly selected 7 editorials from the first year 

of the corpus. Two annotators, the first and third authors of this paper, both native 

speakers of Japanese, then independently annotated each editorial as on topic or off 

topic. The two annotators then met and created adjudicated on/off topic labels by 

consensus, formalizing the basis for their decisions as written annotation guidelines. 

As Table 2 shows, Annotator A, a social science researcher, exhibited perfect agree-

ment with the consensus; Annotator B, an information science researcher who was 

new to the task, achieved considerably lower agreement with the consensus adjudicat-

ed judgments. As shown in Table 1, this process of independently annotating, reach-

ing consensus, and updating the annotation guidelines was then repeated for a total of 
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10 rounds of progressively increasing size,1 in each subsequent case using documents 

selected from across the time span of the corpus. As can be seen in Table 2, Annotator 

B’s decisions came to more closely agree with the consensus as iterations proceeded, 

ultimately achieving noticeably closer agreement with the consensus than Annotator 

A in two of the last three rounds.   

Table 1. Stratified document samples for the ten-round annotation process. 

 2011 2012 2013 2014 2015 2016 Total 

Round 1 7      7 

Round 2  5 3 2 1 2 13 

Round 3 8 4 2 2 2 2 20 

Round 4 8 4 2 2 2 2 20 

Round 5 7 7 5 5 3 3 30 

Round 6 7 7 5 5 3 3 30 

Round 7 7 7 5 5 3 3 30 

Round 8 33 22 17 12 8 8 100 

Round 9 33 22 17 10 8 8 98 

Round 10 33 22 17 12 8 8 100 

Total 143 100 73 55 38 39 448 

Table 2. Cohen’s Kappa for each round. 

Round #doc    A vs. B    Adjudicated vs. A    Adjudicated vs. B 

1 7     0.588 1.000 0.588 

2 13 0.806 0.806 1.000 

3 20 0.875 1.000 0.875 

4 20 0.494 0.886 0.583 

5 30 0.430 0.796 0.605 

6 30 0.474 0.735 0.730 

7 30 0.437 0.769 0.651 

8 100 0.535 0.705 0.816 

9 98 0.464 0.730 0.741 

10 100 0.477 0.635 0.821 

3 On/Off Topic Identification 

3.1 Annotation Guidelines 

The central principle of our annotation guidelines is that a circumstance, a current 

status, or government policy related to the Fukushima Daiichi nuclear power disaster 

are on topic content. For examples, editorials describing discussions caused by the 

disaster, or that expressed value judgments regarding one or more events relating the 

                                                           
1 Two documents in Round 9 were discovered to be duplicates and removed. 
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disaster, would be classified as on topic. On the other hand, an editorial about a gov-

ernment or local election would be classified as off topic if it mentioned that issues 

related to the disaster were important in a campaign, but those issues were not the 

focus of the editorial. Editorials about restarting some other nuclear power plant, 

without mentioning the Fukushima Daiichi disaster, would also be off topic. 

Figure 1 illustrates some of the challenges of topic classification. The editorial on 

the left is about the contentious issue of storage of nuclear waste that results from the 

operation of nuclear power plants. The editorial on the right, by contrast, is about 

commercial overseas sales of nuclear power technology. Unquestionably, both ad-

dress topics related to the commercial production of nuclear power, but according to 

our annotation guidelines, only the editorial on the left is on topic. The focus of the 

editorial on the right is on limiting the proliferation of nuclear weapons by imposing 

limitations on how the spent fuel for nuclear power plants can be reprocessed.   

  
Fig 1. English examples of on-topic (left) and off-topic (right) editorials 

(trimmed for display). The actual articles used in the study are in Japanese. 

3.2 Experimental Design 

The second author of this paper used the resulting annotations to train and evaluate 

automated text classifiers for the on-off topic identification task. We first used the 

standard Juman package 7.01 [8] to perform tokenization and morphological analysis 

for Japanese. We performed feature selection by using only nouns, verbs and adjec-

tives that occur two or more times in the corpus as the term space for each classifier. 

We used all such terms found in the body of each editorial. The bodies of the editorial 

contained, on average, 668.2 terms before feature selection, and 323.0 terms after 

feature selection. We conducted experiments with two types of classifiers. The first 

was a Support Vector Machine (SVM), a commonly used binary classifier that we 

implemented using TinySVM [16], for which we tried either a linear or a quadratic 
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kernel (second-order polynomial kernel) function. The second was fastText, a neural 

network “deep learning” classifier developed by Facebook’s AI Research lab [7].2  

Figure 2 illustrates the evaluation design. To create learning curves, we first ran-

domly shuffle the documents within each of the first 9 annotation rounds. Specifical-

ly, we shuffle the 7 documents in Round 1 into a random order, we then shuffle the 13 

documents in Round 2 into another random order, and we continue that process 

through Round 9. We then iteratively train a classifier by incrementally adding train-

ing data. Specifically, we train a classifier with just the first document, evaluate that 

classifier using F1 (the harmonic mean of precision and recall) using the 100 annotat-

ed documents from Round 10 as a held-out evaluation set, then retrain the classifier 

on the first two documents from Round 1, then evaluate that classifier in the same 

way, and so on until all 348 documents from Round 1 through Round 9 have been 

used for training. We repeat that entire process 100 times, with 100 random shuffles 

of each Round, and then we plot the average F1 (or accuracy) over those 100 rounds 

as a learning curve. The evaluation set, which by construction was randomly sampled 

from the entire collection, is nearly balanced, with 48 on-topic and 52 off-topic edito-

rials. The learning curves for F1 and accuracy are therefore similar, so for space rea-

sons we show learning curves only for F1 in this paper. 
Round
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Fig. 2. Experiment design. 

We plot learning curves by placing the number of annotations on the horizontal ax-

is and the F1 value for that number of annotations on the vertical axis. We plot four 

types of learning curves: 

 A: we use Annotator A’s annotations for training. 

 B: we use Annotator B’s annotations for training. 

 Hybrid: we alternate between using Annotator A’s or Annotator B’s annota-

tions for training. 

 Adjudicated: we use the adjudicated annotations for training.  

Note that creating one adjudicated annotation requires that Annotator A and An-

notator B each first independently annotate the same document. In order to plot all 

four learning curves consistently, we randomly select half of the documents from each 

                                                           
2 As fastText parameters we selected: -dim 50; -loss negative sampling (ns); -epoch 1000; -

wordNgrams 5; -minCount 2. 
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round when training using Adjudicated annotations, and we plot the resulting values 

based on the original number of independent annotations. For this reason, the learning 

curve for Adjudicated annotations are plotted only at even numbers of annotations.3 

Note also that it is not possible to meaningfully train a classifier until at least one on-

topic and at least one off-topic editorial are available for training, and with some an-

notators and some random shuffles that does not happen until several annotated doc-

uments have been seen. We therefore suppress the plotting of the learning curve until 

meaningful F1 values are available for all 100 random shuffles. 

 

3.3 Results 

Figure 3 shows four learning curves, all of which are evaluated using adjudicated 

annotations from Round 10. These are for a quadratic kernel SVM, which was the 

better of the two SVM kernel functions that we tried. As can be seen, Annotator A’s 

annotations initially provide the best training data, with Annotator B’s annotations 

becoming more useful for training in the later rounds, where they more closely ap-

proximate the adjudicated annotations. Alternating annotation between Annotator A 

and Annotator B (the Hybrid learning curve) unsurprisingly comes out between the 

two. Using the Adjudicated annotations, which we reasonably presume are of higher 

quality than the annotations from either annotator, is not the best choice, at least not 

until rather late in the process. The reason for this is that the x axis here shows the 

number of annotations, and to get adjudicated annotations, every document has to be 

annotated twice. It seems clear that the additional diversity introduced by having 

different annotators annotate different documents (as in the Hybrid learning curve) 

yields better results than having different annotators annotate the same documents. 

Figure 4 shows learning curves for the same training conditions, in this case eval-

uated using either Annotator A's independent annotations from Round 10 (left) or 

Annotator B's (right) independent annotations from Round 10. Unsurprisingly, each 

annotator’s training data is better matched to their own evaluation data, but note that 

the Hybrid training learning curve still dominates the Adjudicated training learning 

curve until quite a substantial number of annotations have been obtained. From Fig-

ures 3 and 4 we can therefore conclude that the central message of Figure 3, that the 

Hybrid training strategy works well early in the training process, does not depend on 

an assumption that our adjudicated annotations are perfect (which they are not). 

Figure 5 shows the same four learning curves when using the fastText classifier. 

As in Figure 3, these are evaluated using the adjudicated judgments from Round 10. 

The fastText results exhibit a similar pattern to what we observe with the SVM, alt-

hough the initial learning rate for fastText is somewhat lower. We do see that fastText 

ultimately does outperform the SVM with Hybrid annotations, but that only happens 

rather late in the learning process. This is consistent with what we would expect from 

neural methods, which can achieve good results in data-rich settings. Although not 

shown, learning curves using Annotator A’s or Annotator B’s annotations for evalua-

tion show similar patterns.  

                                                           
3 We have also generated learning curves using all of the adjudicated annotations, again plot-

ting only at even values for the number of original annotations. This yields similar results. 
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Fig. 3. F1 for quadratic kernel SVM, 100 held out adjudicated annotations used for 

evaluation, average of 100 random shuffles within each round (best viewed in color). 
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Fig. 4. F1 for quadratic kernel SVM, 100 held out annotations by Annotator A (left) or 

Annotator B (right) used for evaluation; average of 100 random shuffles per round. 

0.50

0.55

0.60

0.65

0.70

0.75

0.80

0.85

0.90

0.95

1.00

0 50 100 150 200 250 300 350

Adjudicated

Hybrid

A

B

number of annotations

F1

 
Fig. 5. F1 for fastText, 100 held out adjudicated annotations used for evaluation, aver-

aged over 100 random shuffles per round. 

4 Identifying Value Sentences 

Although editorials generally contain more of the author’s perspective than news 

articles, they still include events, facts, and other elements that are present for back-
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ground. Editorials include, for example, “There are 54 nuclear power plants along the 

coastline,” “In this time, multiple hypocenters interlocked and caused a huge earth-

quake,” and “A basic energy plan in Japan that will guide the country's medium- to 

long-term energy policy will be decided by the Cabinet within the month” (these are 

English translations from editorials in the corpus). Our interpretation is that these 

types of sentences do not express or reflect specific values, so we annotate them as 

“fact sentences.” Here are some examples of what we call value sentences: “It is time 

to find the appropriate power source for an earthquake-prone country such as Japan 

and how to live based on it,” “It could be said that securing transparency is the most 

important issue in selecting new policies,” and “The government and electric power 

companies need to deepen their political discussion by accepting citizens' anxiety.” 

For our initial experiments with automatically determining which sentences an anno-

tator would interpret as value sentences, we have built a small training set and con-

ducted a pilot study to characterize classification effectiveness. The same two annota-

tors as above independently reviewed each sentence in a total of 28 on-topic editorials 

to distinguish between value and fact sentences. Three rounds of independent annota-

tion were used, with adjudication by consensus between the two annotators performed 

at the end of each round. Table 3 shows the number of documents and sentences in 

each round, along with agreement statistics before adjudication.  A total of 578 of the 

762 sentences were annotated as value sentences in the adjudicated annotations.   

Table 3. Cohen’s Kappa for each round. 

Round #docs #sentences    A:B 

1 2 91      0.505 

2 12 317 0.639 

3 14 354 0.640 

 

We then trained a quadratic-kernel SVM classifier on the adjudicated judgments, 

evaluating it using 10-fold cross-validation at sentence scale. For the first fold we 

selected the first 686 sentences for training and the remaining 76 for evaluation, re-

peating a similar process for ten different sets of 76 (or 77) evaluation sentences. As 

Table 4 shows, this yielded F1 values near 0.87, regardless of whether we performed 

feature selecting as above of simply used all of the terms in each sentence as features. 

Because we plan to perform value labeling only on sentences that have been automat-

ically classified as values sentences, a high level of recall from the stage that finds 

value sentences is needed. As Table 3 shows, recall values near 0.94 are possible 

(with feature selection) on this collection.    

Table 4. Precision, Recall, and F1 by SVM with quadratic kernel for finding value sentences. 

Features    Precision    Recall    F1 

noun, verb, adjective      0.805 0.938 0.867 

All 0.818 0.924 0.868 
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5 Conclusion and Future Work 

We have introduced a three-stage model for automating the association of human 

values with specific passages of text on large-scale collections, and we have shown 

results for the first two stages: on/off topic detection, and automating the determining 

of which sentences an annotator would interpret as reflecting values. Prior work has 

shown that the third stage, automatically assigning values labels to sentences, is pos-

sible [6,14]. Moreover, we have shown that when annotation budgets are limited, it 

can be useful to focus on single-labeled training examples rather than adjudicated 

training examples that are created by assigning multiple annotators to the same docu-

ment, and that an SVM classifier can be a better choice than a state of the art neural 

deep learning classifier. Both of these results are consistent with results that have 

been reported in other settings (e.g., [9]); our contribution has been to bring these 

insights to bear in the context of a multi-stage annotation process for human values. 

The annotations created for these experiments are being made freely available, and 

the content that was annotated is available from the publisher at modest cost. Much 

remains to be done, however. First, our motivation for introducing a stage to predict 

whether an annotator would interpret a sentence as a value sentence is that we need 

systems that can operate effectively and efficiently in settings in which values sen-

tences are relatively uncommon. As our sentence counts in Section 4 indicate, howev-

er, that is not the case for editorials. We therefore plan to next automate value sen-

tence annotation for news articles, where we expect values sentences to be considera-

bly less common. Second, we of course next need to build classifiers to automatically 

assign human values labels to the resulting sentences. Preliminary results for that task 

have already been reported on a collection of 2,100 Japanese news articles on the 

nuclear power debate for a set of ten human values (effectiveness, human welfare, 

importance, independence, innovation, law and order, nature, personal welfare, pow-

er, wealth) with fairly good recall (between 0.55 and 0.73), but with relatively poor 

precision (0.05 to .38) [6]. Indeed, it is in part those relatively poor levels of precision 

when labeling values in news articles that motivates our interest in a multi-stage pro-

cess. Automating the interpretation of value sentences on that collection of 2,100 

news stories will thus be a natural next step in our research. 
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