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Definition of Transformers

Transformer models (2017) are neural networks that use a
technique called self-attention to take into account the context of
elements in a sequence, not just the elements themselves.

Output

Encoder

Decoder

Input

Encoders compute compute meaningful embeddings of the input.
Decoders then predict the next token in the sequence.
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Definition of Transformers

Transformer Neural Networks:

Hola cémo estas ?  [PAD]

Decoder
Encoder
[ -» -» -» -» 3—5
4 ¢ I & 4 Context Vector
Hello how are you 2

A context window (vector) is the maximum token length a model
can process at once.
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Transformer Overview

1. TOKENIZATION

Input Text —> el licst

“The cat sat
on the mat”

2. TOKEN EMBEDDINGS

Token IDs

320 847 521 318

Can use BPE, WordPiece, o SentencePiece
to split text into meaningful subwords.

Token Embedding Matrix

20782 — A

Tokenization (Subword)

on | the mat 320 847

-

[ ] Ed 012
) -0.44

005

Each token ID is mapped 031

to a dense vector.

3. ADDING POSITIONAL INFORMATION

Token Embeddings
(semantic meaning)

Positional Embeddings
(token position)

——a ol

Token IDs

521 318 320 782

Each token is mapped to a unique
integer ID from the vocabulary

Token Embeddings (d_model = 768)

-0.03 058 027
091 016 (= -033
022 -0.71 018

-026 049 -012

WHY POSITIONAL EMBEDDINGS?

Final Input Embeddings
[ |

Token embedding + positional embedding @}

helps the model understand the order
of tokens in the sequence

Transformers don't have
recurrence, so they need explicit
position information.

Common approaches:

« Learned positional embeddings
« Sinusaidal postional embeddings
o ROPE (used in LLaMA, Mistral)
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Transformer Overview

——e
1. OVERVIEW
Input Embeddings Linear Projections Attention Scores Softmax Weighted Sum
x) ’ i QxK' Attention Weights Attention Weights x V
| lueries
me B Yo~ " B EEE =
cat - ; I
sat [l ]
e Keys — -—) —
o [ - w 2 o l .
tre [ H [
e W — Voo (nxn) Each row sums to 1 b oy
(koo c: dimsdel) How similar each token (distribution over tokens). (samzms:e ;?g:‘ )
- is to every other token F
2. ATTENTION SCORE CALCULATION 3. EXAMPLE: ATTENTION WEIGHTS

QKT The cat sat on the mat
Attention(Q, K, V) = soﬂmax( )V The 030 020 010 o010 020 o1 Cach token

'dk attends to all

cat 010 040 020 010 010 010 tokens with
different weights.

sat 005 025 040 015 010 005
Q K v Example:
(Quaries) (Keys) (Values) on 010 010 020 040 015 005  “cat” gives
high attention
What am [ What do [ What information the 055|015 RO DRETIRNL to “cat” and

looking for? offer? do I pass? mat 005 010 015 010 020 040  “sat”.
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Transformer Overview

1. OVERVIEW OF TRANSFORMER
Decoder-Only (e.g., GPT, LLaMA)

Outpat
(Next Token)

i
Dacoder/Block o Unidirectional
+ (left to right)
Decoder Block o Optimized for
+ text generation
Decoder Block * Used in most
modern LLMs
(GPT, LLaMA, Mistral)

Input
(Prompt)

VARIANTS
Encoder-Only (e.g. BERT, RoBERTa)

Contextual
Representations , u
Encoder Block  Bidirectional
Py attention
Encoder Block * Understands
4 full context
Encoder Block * Best for
classification,
Inpat search,
(Text) o and NLP tasks

2. ATTENTION PATTERN COMPARISON

Decoder-Only (Causal Attention)

Output Token —

Each token can only
attend to previous
tokens (no future
tokens).

Input Token «—

Encoder-Only (Bidrectional Attention)

Output Token —
|
§ Each token can
2 attend to all tokens
3 in the input (both
2 left and right),

Encoder-Decoder (e.g, T5, BART)

B 0
! Lomn * tans iyt
understands inpul
el S © Decoder guenaies
3 Attention output with
Encoder Block Decoder Block cross-attention
¥ 3 « Great for
Encoder Block Decoder Block translation,
t summarization
[ ] ] and seq2seq tasks
Tnput Output
(Source Text) (Generated Text)

Encoder-Decoder (Cross Attention)

Encoder Self-Attention  Decoder Cross-Attention

ety Encoder Tokens —
Encocw daie
4
i ! ! Decoder attends to
| encoder outputs
i ! using cross-attention.
a
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Types of Transformer Model

Encoder-Only: (e.g., BERT).

o ldeal for understanding text, classification, embeddings.

Decoder-Only: (e.g., GPT).
@ Task support includes text generation, conversation, creative
writing.

Encoder-Decoder: (e.g., T5).

@ Focus on translation, summarization and sequence tasks.
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Transformer Models

HOW IT WORKS (STEP BY STEP) TRANSFORMER ARCHITECTURE KEY COMPONENTS

@ Input Embedding ENCODER gsnc:r’a':f"‘) Self-Attention
+ Positional Encoding (Understanding) g Calculates how much
Words are converted into focus each word
vectors and positional should pay to others.
information s added to
understand order.
Multi-Head Attention
© seit-Attention Allows the model to
Each word looks at every capture different types
ot 6 esdscatand of relationships.
Feedforward Network

Adds non-linearity
and enhances the
representations.

© Multi-Head Attention
Maltiple atention heads
leamn different i
(syntax, meaning, position).

Residual Connection
Helps training deep
networks by avoiding
gradient vanishing.

o Feedforward Network
Refines the information
with fully connected
layers and non-linearity.

Layer Normalization
Stabilizes and speeds

0 ?hu‘w:: o up the training
e model produces process.
predictions or generates
new sequences. it Sasency Output Sequence Positional Encoding

(Shifted Right) Adds position info since
transformers process
in parallel.
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Transformer Models

TRANSFORMERS vs TRADITIONAL MODELS TYPES OF TRANSFORMER MODELS
FEATURE RNN / LSTM ‘ TRANSFORMER
‘ i % ENCODER-ONLY Great jor u:derstanding
Processing Sequential ral text, classification,
1 T (e.g., BERT) ‘embeddings.

K]
[ G Speed Slow ‘ Fast
\[ &

Wi Weak | Stiong DECODER-ONLY Great for l_ext gener‘atnon,
| | (e‘g.. GPT) ‘conversation, creative
gl scaability Limited [ High writing.
@ context Awareness Umted | Global ENCODER-DECODER  Great for translation,
H 1 | (eg.,T5) summarization, and
A7 Training Efficiency Low | High A s sequence tasks.
REAL-WORLD APPLICATIONS = R
o) B ) =
NLP COMPUTER VISION | SPEECH RECOMMENDATION CODE & DATA
Translation, Chatbots, ©  Image Classification, |  Speech Recognition, SYSTEMS Code Generation,
Summarization, H Object Detection, i ipti i i Bug Detection,
Sentiment Analysis Vision Transformers H Voice Assistants User Behavior Modeling Data Analysis

WHY TRANSFORMERS REVOLUTIONIZED Al

PROCESSING e CoueT SCALABILITY ThavereR
Trains faster and Coptures long arigs {] :mm :;mim-!y Sty i :'r:::::::-s text,
handles more data dependencies with datasets CaF e e e K, code sndm

ease.

efficiently many tasks.
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Benefit of Transformers

Benefits:

This ability makes transformers ideal for:
@ Analyzing sentences/paragraphs of text, and
@ Translating languages and understanding complex sentences.
e Computer vision (image classification, object detection, vision
transformers).
Speech recognition, transcription, voice assistants.

Recommendation systems.
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Tokenization

Tokenization

Tokenization is the process of breaking raw text into smaller pieces
called tokens. Tokens are then mapped onto integer IDs using a
fixed vocabulary so that Al can understand them.

C Example D

“unbelievable transformers”

rare word space is part

b A tokenize
splits into 5 of the token
subwords \ s /

VA 2\ 4 i
L un ) ( believable transform

4302 12871 8932 7421
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Type

Pros

Cons

Illustration

‘Word

o Easy to interpret
e Short sequence

o Large vocabulary size
e Word variations not handled

Subword

¢ Word roots leveraged
o Intuitive embeddings

o Increased sequence length
o Tokenization more complex

Character

Byte

e No out-of-vocabulary
concerns

e Small vocabulary size

e Much longer sequence length
o Patterns hard to interpret
because too low-level




Computational Foundations
[o]e] lelelelele]e)

Embedding Spaces

Embedding

An embedding is a numerical representation of an element (e.g.,

token, sentence) that is characterized by vector x € R".

WHAT IS IT?

© Every word/token is
a point (vector) in a
high-dimensional space.

@ Dimensions are learned
by the model.

@ Semantic meaning is
captured by position
and direction.

j/ We can't visualize 768+

@ dimensions, so we project
them down to 2D for
intuition.

dim 2

VISUALIZING IN 2D (FOR INTUITION)

king
queen &
L]

/ S~ gender
direction

L

. man
woman
N dim 1

i i} king - man + woman = queen
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Embedding Spaces

EXAMPLES OF RELATIONSHIPS

* Paris - France + Italy =~ Rome

« walk + ing =~ walking directions
encode
* cat + plural = cats meaning

* teacher - man + woman = teacher (female)

These aren't perfect, but they hold surprisingly well ‘

/

N )
HOW IT WORKS
@ Words with similar meanings &
are close in space. + .
@ Relationships become o : &
consistent directions. W ihis?
—————e
© Arithmetic on vectors ;""6-\ g
| captures those relationships. o~ | \\A.
i i v
© This generalizes to unseen 4

| word pairs.

The model learns this space during training
by predicting context.

KEY PROPERTIES
Small changes in position

Continuous
mean small semantic changes.

Structured Captures complex relationships
(synonyms, analogies, roles).
Universal Patterns transfer across many

languages and tasks.

Typically 512, 768, 1024, ... dims

(we just can't see theml).

(to some ext

High-Dimensional

WHY IT MATTERS

(@ Enables semantic search
and retrieval.

Analogy Example
king - man + woman = queen
If this works,
the model understands
the underlying concept

@ Improves generalization
and reasoning.

@ Foundation for everything
the model does.

Yy

of "gender”.
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Embedding Operations

Sentence Embeddings:

5 | |110.236, -0.141, 0.000, 0.045],
the |1 n [0.006, 0.652, 0.270, -0.556],
T:;Tmt’;g N [ E | _|[0:305,0569, -0.028, 0.496],
L mouse | 2 | h e 4L "I 2 [ [0.421, 0.195, -0.058, 0.477],
g [0.236, -0.141, 0.000, 0.045],
ran |3 3 [0.844, -0.001, 0.763, 0.201]]
up | 4 2
clock | 5 2| |(0.236, -0.141, 0.000, 0.045],
The mouse| ol 236 |e|B || [0:006 0652 0270,-0556]
ran down| | down | 6 023, "1 £ [ [0:305, 0569, -0.028, 0.496],
5 [0.466, -0.326, 0.884, 0.007]]
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Embedding Operations

Similarity:

This spatial closeness
represents semantic
Queen similarity.

A-B Where:
@ Apple COS(H) = m A = vector 1

B = vector 2

Value range:
-1 - completely opposite 0 - unrelated
1 - identical meaning
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Embedding Operations

Similarity Matrix: Visual representation of similarity among pairs

33 8
o 200 °
83z 348
< o ©288258%8%z 4 _24g3
3 9,892328035383 S8 5583
=-3Z56526252033w328583%8
S30c88835=2233388855a 2
2250 =2<<303<22a%aTo0d
| 160

140

baseball
football
hockey
rugby
vanilla
chocolate{
raspberry
caramel
happy
sad

upset
scared
latte
cappucino
coffee{ I
mocha

120

100

Source: Chapter 20, Glassner, 2021.
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Embedding Operations

Similarity Matrix: Comparing sentence embeddings.

. = 8
=] o <
37 3 = S
2= z 5 _ 4 €<
o9 x 0T < Ea >
S »w 2595 =R 30 2
S92 5<sS83Z 30w -3
£ 20228 3385 Q w
0 =92 55 J 0g iy 5
s 229 3 @528 o &
828523 z833833¢ 8%
3G9 55@8 8 ¢ 3
= T o g 08 o ~ 3 3
® 3 0q0¢ o 3 ¥ 3 o o
3280828 o0g &E O
S2RXQIHALELS 3
[T T T T R B ) 1
The food was wonderful! - 0
That was a delicious meal. -
You're a great cook. B 0.8
Do you have a dog? ||
| like to play with my puppy. - 0.6
My pooch is the best. -
I'm feeling so sad.
| think I'm going to cry. 04
I'm not happy at all. -
The sun is hot today. - -0.2
I got a sunburn.
Do you have suntan lotion? ~0.0

Source: Chapter 20, Glassner, 2021.
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Embedding Operations

Similarity Matrix: Comparison of contextualized word embeddings
(elmos) of “train” resulting from it use in different sentences.

could not traiin my bird to sing

I barely caught the train yesterday.

The train was many cars long.

It took 3 minutes for the train to pass.

The train was empty today.

Source: Chapter 20, Glassner, 2021.
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Attention Mechanisms

Attention mechanisms allow models to weigh the importance of
different words in a sequence.

Limitation of Past Approaches:

@ Recurrent models (e.g., RNN and LSTM) use a single hidden
state to store all information from the past.

@ A network has to constantly decide what to remember and
what to forget, often discarding information that later turns
out to be important.

Central Idea of Attention:
@ Do not compress everything; retrieve what matters.
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Attention Mechanisms

Motivating Example:

Consider the sentence:

The kiwi slept all day because it was tired.

Figuring out that “it"” relates to “kiwi" is a retrieval operation.

We implicitly search the available information and select the most
relevant option.

The goal of attention is to explicity learn the relationship among
words from the data — during training attention determines what
relationship reduce prediction error.
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Attention Mechanisms

Self-Attention

In self-attention, each word looks at every other word to

understand its context and importance, regardless of the distance
between them.

Scaled Dot-Product Attention Multi-Head Attention

c
Scaled Dot-Product h
Attention
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Attention Mechanisms

Computational Procedure:

The Attention Mechanism:
Queries, Keys, and Values

Step 1 (Linear Projections) Step 2 (Similarity & Scaling) Step 3 (Softmax & Weighting) Step 4 (Multi-Head Concatenation)

Q
f Each row =
Input token one token Scale by inverse _gmm,(QKT)
embeddings sqrt of key dimension =
g - — keys — ¥
X ng [ search vectors QK" 7 o7
: ([
Har Softmax | [07/01 00 01 01 I
inear PR uli-
pm]ect»an: s [0 o2 R o 28 | attention %
S100 02 01 03 04 outputs
Input token i ,M",‘"X e { 020201702 03 oucp:;
mltiplication caling et
embeddings V s (L ! Attention weight
prevents i e
@
Vi vectors.

large values)
R_ Learnable linear

Positional encodmg
added to X

Value / informational

Sofbmax applied
row-wise (across keys)

Heads computed
in parallel

projection
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Query Key Value

Language of Attention: Each token is converted into an
embedding vector. For each embedding, generate three vectors:
e Query (Q): What am | looking for? Each word serves as a
query to compute the attention scores.
e Key (K): What kind of information do | contain? Each word
acts as a key to determine the relevance of other words.
e Value (V): What kind of information should be returned if |
am relevant? Each word contributes as a value to the
attention-weighted sum.

Query-Key-Value Interaction

Given a query g we want to know which key k the query should
pay “attention” to with respect to the assoiated value v.
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Query Key Value

Mathematical Formula: Vectors Q, K and V are derived by
multiplying the input embeddings by the learned weight matrices.

Attention(Q, K, V) = softmax (QKT) V. (1)
Vi
Here:
@ Q: Query matrix.
e KT: Transposed key matrix matrix.
@ di: Dimension of the key vectors.

@ V: Value matrix.

Source: Geeksforgeeks.org
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Query Key Value

Scaled Dot-Product Attention:

Keys X
Self-attentions
j n [
P - [ [ | | [ |
ol Bl N HE B
rm e
‘are’ eos0e®
oooooj . . . .
‘you’ Querles J
[ (1)
‘doing e000e
Word/token
iy embedding

f 2000¢
- Values X_’ [e®00e@
‘ CeDOC
c00De
Hidden
states
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Query Key Value

Scaled Dot-Product Attention:

o Linear Transformation: Each input word is coverted into
Query, Key and Value vectors using weight matrices W(Q),
W(K) and W(V).

@ Scale and Normalize: Scores are scaled by dividing by /dk
to prevent very large values and ensure stable training.

o Softmax Normalization: Scaled scores are passed through a
softmax function to covert them into probabilities.

o Final Output: All weighted value vectors are summed to
produce the final representation for each word.
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Positional Information

Embedding:

Original sentence

ety YOUR CAT 1S A LOVELY CAT
Input IDs (position in
the vocabulary)
952207 171.411 621.659 776,562 6422693 171411
5450.840 3276350 1304.051 5567.288 6315.080 3276.350
Embeddi 1853.448 9192819 0565 58.942 9358778 9192.819

(vector of size 512)

1.658 3633421 7679.805 2716194 2141.081 3633.421

2671529 8390473 4506.025 5119.949 735.147 8390.473
We define d,,,., = 512, which represents the size of the embedding vector of each word



Positional Information

Position Embedding:

Original sentence

Embedding
(vector of size 512)

Position Embedding
(vector of size 512).
Only computed once.
and reused for every
sentence during
training and inference.

Encoder Input
(vector of size 512)

Attention

0O0000e000000

YOUR CAT Is A LOVELY CAT
ses0n) a0 1204050 ssonzem ensom0 3
unss w0 esosnms stgats 5107 ws0an

+ + + + + +
i
Trasean s
ez os7m0
- aazs 5 5 o)
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Positional Information

Embedding:

Sentence 1
. . pos
PE(pos, 2i) = sin o
1000 0dmodet
PE(pos,2i+ 1) = cos pos -
10000m Sentence 2

We only need to compute the positional encodings ance and
then reuse them for every sentence, no matter if itis training or
inference.

0O00000e00000

YOUR

)
P01}
)

re510)

P s

Pes o)
Pet0, 1)

Pe0.2)

Pe 5101
Pe511)

Fen0)
PEn1)
pen2)

Pepn 5100

P 511

LOVE

vei0)
e,
ez

pert 5101
peasst1)

eez 5101

rez 5]

You

Pez0)
P 1)
P22

e si0)
s
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Positional Information

Positional Embedding — Similarity:

Input > X - ]
(o

KT
Attention(Q,K,V) = softmax (Q—) v

i

head; = Attention(QW;%, KWX,vw)")

T‘—_‘—_tﬁ =0




Attention
000000008000

.

The dog ate his  dinner

Attention: Simple Example

Example: The dog ate his dinner

Core step of attention: Using dog as the query, determine the
relevance of the word dinner.
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Attention: Simple Example

Example: The dog ate his dinner

LI [0 [

The dog ate his  dinner

Contribution of each word: Using attention to simultaneously
determine the contribution of all five words in the sentence to the
word dog.
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Attention: Simple Example

Example: The dog ate his dinner

(EE. (NN
The dog ate his  dinner The dog ate his  dinner

0o OO oo oo

The dog ate his  dinner The dog ate his  dinner

Contribution: Applying attention to the other four words in the
sentence.
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Attention: Simple Example

Example: The dog ate his dinner

LLIIT] LLIT]

The  dog ate his  dinner

Q/KV Attention: Queries don't come from the inputs.
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Multi-Head Attention

Multi-Head Attention

Multi-head attention mechanisms learn different relationships
(syntax, meaning, position).

Scaled Dot-Product Attention Multi-Head Attention

Scaled Dot-Product h
Attention
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Multi-Head Attention

Output
Probabilities
» Feed-forward network:

 after taking information from
~~ other tokens, take a moment to
b 4 think and process this information

f

Decoder-encoder attention:
target token looks at the source

Feed-forward network:

after taking information from ™\
other tokens, take a moment to

think and process this information

] i € y

Encoder self-attention:

Tkens Rk st aach other Decoder self-attention (masked):

tokens look at the previous tokens

ed Positional Positional
2 Encoding Encoding

Input Gutput
nbedding Embedding

Inputs.

Outputs
(shifted right)
Input Sequence

A sequence of words or tokens that the model will process.
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Multi-Head Attention

Idea: Multi-Head Attention runs multiple
self-attention heads in parallel, where

each head can learn to focus on different

How Multi-Head Attention Works

relationships in the input. The outputs from all heads. Input Tokens

are then combined to capture richer

information. | iz 2
= _Intuition 1

« Each attention head can focus on different
relationships in the input.

# Different heads may learn to capture !
different patterns, such as syntax, K i
positional relationships, or long-range wxdian] | ngdoa | Frxdt
dependencies. ;

« Multiple heads together can capture | Split into h heads
richer relationships in the context. | \J A\l

® The outputs are concatenated and Q) -+ 1Qy Ky e Ky |V
projected back to the original dimension. I |

Toy Example (2 Tokens, 2 Heads) Scaled Dot-Product Attention
(for each head)
Tnput Tokens: [ A , B ] - ] i
Let duodet = 4, h =2, s0dy = dy, =2 head, *s+ | head)
Step 1: Linear Projections (Example Values)
Q= K v Concatenate Heads
nx (hxdy)
1001 1001] [1002 i
0110 o110 (2000
Final Linear Projection (W)
Step 2: Split into 2 heads S di=d,=2 % dimodel
Split the columns of Q, K, Vinto 2 Mads
o = [; f Gym ': ” [ Output
1 % diodel
1o [
K'ﬁ[ol] K::[l n} ey = =
Visualizing Multiple Attention Heads
R R Vim0 F
L=l L Head 1 Attention Matrix Head 2 Attention Matrix
Step 3: Attention for each head A B A B

(Head 1)

f0,kT\

1.0 1.0
A 90.67 0.33 I A 0.67 0.33 l

™ML

Mathematical Formulation

Given:

Q = XWy € R"*modl  (Queries)
K =XWy e el (Keys)
V = XWy € R *9model (Values)

For eachhead i = 1, 2,.

head; = AtentorQ, K, V.

Concatenate and project:
Multitiead(Q, K, V) = Concat(head, ...

head)) W,y

Where:

 h = number of attention heads

® dmoder = model dimension (embedding size)
o For equal-sized heads: dy = d, = dypqr/h
o Wo, Wy, Wy € Rimwict ™ dnoat

o Wy € R ) = dnadel

Key Points

Multiple heads run in parallel, each with
its own learned projections.

L]

Each head can capture different types of
relationships between tokens.

3

Outputs from all heads are concatenated
and projected back 10 the original dimension.

L]

Using multiple heads can improve the model's
ability o capture complex patterns.

3

Multi-head attention is a core component
of Trareformers and LLMs.



WA _ | v vou
vz o { 0.00 o.?cJ
Softmax (row-wise): 0.3:
0.6
Attention Weights x V) { 0.
1 0.

(Head 2)
head, = softmax

Attention Scores (dy = 2):

QK] _[on o000

B Low on

Softmax (row-wise): [ 0.67 0.33
033 0.67

Attention Weights x V;

0.00 1.34
0.00  0.66
Step 4: Concatenate and Project

Concat(head,, head,) = [1'33 000788
2= | 167 0.00 0.00

Let Wo = i (4 x 4) (for simplicity)

1.33 0.00 0.00

Output = Coneat x Wy, =
v w=[ 13 e i

Output shape: 1 x d, 2x4

Imodet =

Summary
Multi-Head Attention allows the model to attend to information from different representation subspaces in parallel,
capturing richer and more diverse relationships between tokens, which leads to better performance in Transformers.

1.3a
0.66

1.38
0.66

Multi-Head Attention

]
|

Attention

0.0

Different heads may attend to different tokens or relationships.

In this example, Head 1 focuses more on self-attention, while Head 2 focuses more

on the other token.
Python Implementation (NumPy)

Liport ru
X oprarray(tia, 8, % 11,
W13 el

gt ians precision=2, suppress=Troe)

Seores = 0

sart(dx)
. beotim=Troe))

Example Output

Attention Weights (Head 1)
[0.67 0.33
[0.33 0.67

Attention Weights (Head 2)
[0.67 0.33]
[0.33 0.37]

Head 1 Output
[1.33 0.00]
[1.67 0.00]

Head 2 Output:
[0.00 1.34]
[0.00 0.66]

Concatenated Output
[1.33 0.00 0.00 1.34]
[1.67 0.00 0.00 0.66]

Final Output (W = 1)
[1.33 0.00 0.00 1.34]
[1:67 0.00 0.00 0.6 ]

Shape Guide

(n, dmoder)
 dmoder)
0, dn,

X
e Q
K

o Vi n, droset)
o Qspl): (h,n.dy)
o K (split): (hmdy)

o V(split): (b, n.d,)

* headic (n, d,)

o Concat: (n, hxd,)
o Wor (b dy, drct)
o Output: (1. dppocel)
Where:

a = number of tokens
h = number of heads
dunos

= model dimension
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Transformer Definition

A transformer model uses self-attention mechanisms and a
composition of encoders and decoders to generate token-aware,
position-aware, and context-aware embeddings.

est)
t

t
1
-

imy!{teddy bear i | i
en-Us fr-FR
= (0|




Attention and Transformers
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Transformer Definition

Encoders compute compute meaningful embeddings of the input.
Decoders then predict the next token in the sequence.

Encoder Decoder
Encoded embeddings encapsulate meaning  Decoded embeddings encapsulate meaning
of input of both input and output predicted so far

N

. 9

| Feed-Forward Neural Network |

@
( 5,7
‘ Feed-Forward Neural Network |
| Cross-Attention |
é - Value Key Query

‘ Self-Attention |
T Value Key T Query

-

| Masked Self-Attention |
TValue Key TQuery
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Transformer Process

Tokenization: Break text into smaller pieces called tokens.
Convert token into numbers so that Al can understand them.

—— ( N

Text Tokens ‘ Token IDs (Numbers) ‘

“I love ( (
. . |71 1 [ tove | [ machine | [1earning] | =>| {101 | (502 | [ 876 | [ 234 ] |
machine learning { ( |
J
J - /

Transformer: Use self-attention to understand relationships.

1. Tokenization 2. Embeddings 3. Self-Attention 4. Transformer 5. Output
Layers (Prediction)
P - g
(oz 09 (|08 [f[ W Add & Norm
I love Al 07|04 o6 J o= ! Al is the future
b Feed Forward
(| 01][03] |05 (jove] e = e 1=
[1] | [love]l |[AI] ‘ ‘ < Add a‘ Norm
(03 ) [06] |02 Al < > Multi-Head o 2 o
( ) i = Self-Attention BN
Tokens — Vectors Each token looks at all These layers refine the Model predicts the
(numbers) other tokens to understand

i understanding. next words or
what is important.
answers.
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Step-by-Step Procedure

Read input.

Tokenizer (process input tokens in parallel — compute-bound).
Embedding layer.

Transformer Block (multi-head self attention; KV cache).

Linear and softmax transformations (estimate logits and
probabilities over vocabulary).

Sampling strategy (e.g., greedy, top-K tokens, sample from
cumulative probability threshold)..

Speculative decoding (speed trick).
Detokenizer (generate tokens one-by-one).

Stream output (to end user).
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Transformer Embedding Process

Transformer Embedding Process:

Input text Write a poem about a man fishing on a river bank.
Tokenization *
write a about a man fishing on a river
(4923) (67) (9032) (1842) (67) (834) (5724) (299) (67) (3805) (4102)
Map to Learned *
Embeddings
v Vo7 Visz Ver  Veaa Ve V. Vo7 Vases
+ + + + + + + + + + +
Add Positional Po P P. Ps Pi Ps Ps P; Pa Py Puw
Information

Xe X1 X2 Xa X« Xs  Xe X7 Xe  Xo  Xuw
Add Context with
Self-Attention *

Transformer Embeddings yeo yi y2 ys ya ys ye y7 ys ys yio
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BERT Models

[TT1 Embedding

o yes: 20 %
S BERT >
No: 80 %

Input BERT Classifier Output
Contextual Word
Embeddings

S“‘QS?@T@T@T@?@?@?@?

BERT = Transformer Encoder

Input IDs 101 Imesﬁ [zéﬂ]%m] 2027)2029

SN o ) 9 3 23 0 ) 0 ) 0 T W

BSBErIERE
B el L

E
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BERT Models

VVHAT IS BERT? WHY BERT IS A BREAKTHROUGH REAL-WORLD APPLICATIONS

Search Engines
Understands user intent and
context for better search results.

Processing
Tt understands the full context of a word by

Chatbots & Virtual Assistants

r 3 Enables natural conversations
+ He deposited money in the bank.
> Financial Institution SACSCONNS (SPOeSs:

« She sat near the river bank.
> Riverside

() Understanding Ambiguiy Sentiment Analysis
Analyzes emotions in reviews,
EMective feadback and social media.
BERT ndorstands thecontxtand g Haly
distinguishes the correct meaning. o A4

& FieTuning Question Answering

passages and documents.
HOW BERT WORKS
BERT reads the entire sentence at once Named Entity Recognition

Identifies people, organizations,
locations, dates and more.

).
ke ....au.-:m.nm'-m Language Translation
R (st ) i S setia

‘and understands relationships between
all words.

i s
et ot e o
S P 'BERT uses special tokens:

e b o T

e | ——

PRE-TRAINING TASKS

(@) Vosked Language Modeling (MLM)
Random words are masked and BERT
redicts the missing words.

Example:
The cat sat on the [MASK].

[SEP] | Separates sentences
Represents a word that
Mask] | R

Example:

[CLS] Whatis BERT? [SEP]
Prediction: mat

‘The output of [CLS] token is commonly

e Next Sentence Prediction (NSP) used for classification tasks.
BERT prodicts whether the next sentance
o kst BERT MODEL SIZES
Example

Sentence A: She went to the ibrary.
Sentence B: She borrowed a book.

o
Prediction: IsNext (Yes) e B @, ©‘ BeRTBse 2 768 12 | moMien
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BertModel

)
= BertHodel.from pertained(

BERT vs GPT BERT VARIANTS BERT ADVANTAGES PYTHON EXAMPLE (Hugging Face)
import
hwﬁ-b e Hooh NP lnaon torch
# DistilBERT Smaller, faster and # Load tokenizer and lndel
o tokenizer
Parameter reduction, ° -
# ALBERT modsl

e Better semantic understanding

; b s n....g....,.,.,...‘,..|
! e m
& deplayment | a
€3 High memory ussge

IMPACT ON SEO & DIGITAL MARKETING THE FUTURE OF BERT & NLP € Sewinteronce
BERT

.
o -+ (GPT, TS, PalM, Gemnini, LLaMA)

es to understand language
h the future of

tell

@ never befors

*bert-base-uncased" )

# Input text |
text - BERT is transforming NLP." |
# Tokenize input

inputs = tokenizer(text, return_tensors-'pt')

¥ Generate eabeddings

outputs = model(s*inputs)

print(outputs.last_hidden_state.shape)

This code loads a pre-trained BERT model and
generates contextual embeddings for the text.
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Appendix A. Embedding Space

techwith.ram
The high-dimensional vector space where embeddings live
Meaningful relationships, such as gender or plral,
become consistent directional offsets that work across many word pairs
WHAT s IT? \( VISUALIZING IN 2D (FOR INTUITION) )
© Every word/token is
a point (vector) in a
high-dimensional space. queen
@ Dimensions are learned /
by the model, dim 2 7 [
rection
© St oy 5 &
captured by position
and dirction

G |

At 30 we preet | L
. .. R { ¢ king - man + woman ~ queen
EXAMPLES OF RELATIONSHIPS ) HOW IT WORKS
« Purks - France + Ttaly = Rome (| @ et o st e
St pnapbni | s || o= N
« et 4 phrel m cats [ ey || © e
Arthmet

o toacher - man + woman  teacher (Fevle)

o
B T arrt ,.m bt .a.! eld surprisingly well |7
across my word pan ) The mdel nans thi sp0ca dring taning

@ o ecing ot

KEY_PROPERTIES
WHY IT MATTERS

@ s 5l e ptin
i met s chings p
@ Enabes st search
B st Covrs ol it e =y Anclogy Example
o, o, . g - man + womn = g
@ U, [ oy |© I gt 1 thi works,
. ogings ot and ressonng e AR,
Pt Tyl 512, 768, 1020 . dms || © Foundaton for everting |t undrng cocept
O oot (T it e tent Pl o “grder
! Tn embedding space, meanings become geometry,
| and relationships become directions.

| Relations live as offsets between points



Appendix A: Multi-Head Attention

Multi-Head Attention
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Appendix A: Transformer (Step-by-Step Procedure)

@ INPUT 8 What is gravity?

L Peefill ph
ill phase:
@ Tokemzzr s (vt ] (i ] (] [ ] (7] prces ll ip
Token IDs [2¢01, 313, 2610, 879, 30] &— tokens in parallel

[compurkbnmd)

@) EMBEDDING Teken [*__’jL.j[E]\l——_l
LAYER Evbodiiay A 7& J,"__ SR

Embedding [T = e
Pt o= Himieaioral Bk &
(seqlen = dmadet) | 12 11 it ecode phase
l' i generate one
token at a time
@ TowsFoRMer [y ad sa; Amnnm G | et e
BLoCK ! (memory - bound )
Q Attention Scores L (per layer)
(xN Enyers) Time

5 |k
- % «Beeag | -
(d e 3 :‘r}

o KV Cache grows
l nnm(['—;)v | stores. previous K,V linearly. with
vy

pairs — avoids
| recomputation

[CHNEE N NCRERR)
sequence length —

main memory

€ bottleneck

)
_' Re LU | L O
(ol * d.e) 5 | (d ¢ % d i)
: 1 = FlashAttention

O ‘! Add & :nErNorm fuses atention

y ops fo reduce
& %9 layers in GPT-4 class models HEM read
M reads




Appendix A: Transformer (Step-by-Step Procedure)

m&m
e CPT-4 <k " ops to reduce
e HBM reads

() Linear + Sormmax Logits Fobabi
L har agits Sofim ilities over mb«hry
LM —> cab size = -
(LM Heed) (d modet % 128K) b o —F \ e Zie
oo
Pl Quantization:
5 4 f f2ak ’ K INTE/INTS
- H s 3 e — weights reduce
® Swrns Bresdy Tk | [ T e Teias i
STRATEGY | pick ,W, ‘ sumple from sanple from || _cantrols randommess | T
"P K fokens ‘ ;:;";':j‘-‘;; | T=0 determinishic
| o Hshold PATSE SO
Jlﬂ.ﬂ.[i.ﬂ.u nai .. e |
frad e |
@ SPECULATIVE  Draft Model [m.) Lorge Model ’!.,rqd) VoV X X led b
nerafes k candidate verifies in paraliel ——ir— neral *
DECODING i quickly ey foruard pass) | Grav | L‘.tl’} JE a _r?;dmw LEGEND (Pen Calars)

5| trick e . i D
{spesd k) [& Lm s \[ Verify 4 fokens zud 199 38 256 LTl | ks Ted
%0 899 31 250 in_ parallel ACCEFT ACCEPT REJECT Resecr  '70%2 — Core Compubaton

2 — Notes // Annalations
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Text Gravity rs A fundamental fme Ihd
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